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To all people stuck in their bubbles afraid of taking a step outside… 

…for the love of adventure! 

 

 

 

 

 

 

 

 

 

 

 



v 
 

 

 

 

Acknowledgments 

 Before anything else, I want to thank God who created us and gave us brains capable 

of thinking, analyzing and creating. God is the first contributor to this work and without Him 

it would have not been possible. 

 I am grateful for my angel Raphael who walked alongside me in the ups and downs of 

this journey. He took the worlds “I am here for you, now and forever” to another level, being 

the proof of God’s love to me in my life. I used to think perfect princes exist only in fairy tales, 

but I believe in miracles.  

 I thank my family who believed in me and supported me through my times of work. 

They gave me hope in times of despair, celebrated with me in every step of success, fed me 

when I sat for long hours in front of my laptop and woke me up after long nights of research 

because I have a bad habit of missing the alarm when I have barely slept. 

 A big thank you for all my friends who carried me in their prayers.  

I thank the team who worked in the realization of this thesis: Dr. Jacques Bou Abdo, 

Wissam Jurdi and Dr. Jacques Demerjian. I also thank the jury that will grade it fairly. I finally 

thank Notre Dame University. 

 

 

 

 



vi 
 

 

 

Table of Contents 

I. INTRODUCTION ......................................................................................................................... 1 

II. LITERATURE REVIEW............................................................................................................. 6 

A. RECOMMENDER SYSTEMS......................................................................................................... 6 

B. SHILLING NOISE ........................................................................................................................ 9 

i. Definition ................................................................................................................................ 9 

ii. Attack models ........................................................................................................................ 10 

iii. Attack detection algorithms .................................................................................................. 13 

C. NATURAL NOISE ...................................................................................................................... 22 

i. Definition .............................................................................................................................. 22 

ii. Algorithm .............................................................................................................................. 23 

D. SERENDIPITY ............................................................................................................................ 26 

i. Definition .............................................................................................................................. 26 

ii. Serendipity implementation................................................................................................... 28 

iii. Serendipity assessment .......................................................................................................... 35 

III. DETECTING SERENDIPITY/NOISE ................................................................................. 37 

A. PROPOSAL ................................................................................................................................. 37 

B. ACCURACY-BASED ALGORITHM ............................................................................................... 37 

C. SERENDIPITY-BASED ALGORITHM ............................................................................................. 38 

D. METRICS .................................................................................................................................... 39 

E. ENVIRONMENT .......................................................................................................................... 40 

F. FINDINGS AND DISCUSSION ....................................................................................................... 40 

IV. PROPOSED MODEL ............................................................................................................. 42 

A. PROPOSAL ................................................................................................................................. 42 

B. DETECTION ALGORITHM ........................................................................................................... 42 

C. DIFFERENTIATION ALGORITHM ................................................................................................. 47 

D. METRICS .................................................................................................................................... 48 

E. ENVIRONMENT .......................................................................................................................... 49 

F. FINDINGS AND DISCUSSIONS ..................................................................................................... 49 

G. LIMITATIONS ............................................................................................................................. 52 

V. CONCLUSION ........................................................................................................................... 53 

VI. ABBREVIATIONS ................................................................................................................. 55 

VII. REFERENCES ........................................................................................................................ 56 

 

 

 

 

 

 

 



vii 
 

 

 

 

 

List of Figures 

 

Figure 1 Recommender systems as solution for information overload ..................................... 3 

Figure 2 Structure of attack profile ............................................................................................ 9 

Figure 3 Components of Serendipity ....................................................................................... 26 

Figure 4 General System Architecture ..................................................................................... 33 

Figure 5 Comparison between traditional and serendipitous RS ............................................. 35 

Figure 6 Elements of implementation of serendipity ............................................................... 38 

Figure 7 Results of the experiment using MAE & RMSE ....................................................... 41 

Figure 8 Overlap between serendipity and natural noise ......................................................... 42 

Figure 9 Results of different metrics measuring the performance of the algorithms .......Error! 

Bookmark not defined. 
Figure 10 Top-N modified metrics for different algorithms .................................................... 51 

Figure 11 Different dataset sizes of algorithms ....................................................................... 51 

 

List of Tables 

 

Table 1 Representation of items in user mind ......................................................................... 28 

Table 2 Table representing the possible noise depending on the user/item category .............. 45 

Table 3 Intersection of natural noise and serendipity .............................................................. 46 

Table 4 Sample of user/item matrix of ratings......................................................................... 46 

Table 5 Categorization of users and items depending on the rating ........................................ 46 

Table 6 Classification of items ................................................................................................ 46 

Table 7 Classification of users ................................................................................................. 47 

Table 8 Possible noise .............................................................................................................. 47 

Table 9 Sample of possibly-noisy items for user u .................................................................. 48 

Table 10 Table showing different algorithms and their metric value, dataset size and possible 

serendipitous recommendations ............................................................................................... 50 

 

 

 

 

 

 

 

file:///C:/Users/Lenovo/Desktop/NDU/Masters/Thesis/Work/Modifications/Version%202.docx%23_Toc9039423


viii 
 

 

 

 

Abstract 

 

With the rise of the Internet, recommender systems are becoming a used solution to 

solve the information overload problem. These systems are like any other system, subject to 

noise: malicious noise that is caused by attacks and natural noise that is due to the human error. 

Many detection algorithms solve the noise problem. However, since natural noise and 

serendipity overlap in their definition, removing noise results in removing serendipity. 

Serendipity that is the happy surprise of finding something relevant unexpectedly is important 

for the issue of over personalization caused by the recommender system. Looking at it, this 

seems a cycle.   

The aim of this study is to solve the over personalization problem without damaging 

the user’s trust to the system. Multiple objectives are targeted to attain this aim. This work 

shows that existing datasets mirroring the user ratings and interactions contain noise and 

serendipity. Since the desired result is to protect user’s trust without leaving him/her in an echo 

room or filter bubble, the system needs to eliminate noise without affecting serendipity. A 

serendipity-aware noise detection algorithm is designed to differentiate between noise and 

serendipity. To measure the success of the proposed algorithm, a new metric is used: Top-N 

modified. 
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I. INTRODUCTION 

We live in the information age where societies, governments, enterprises and 

individuals strive for information. Day after day, the amount of data is rising exponentially 

with the integration of technology in every aspect of the human life. Businesses form their own 

electronic identities and interfaces between them and their customers. Multitude of services are 

offered; commerce, transactions and trading are done online. Communication is now enlarged 

with globalization and outsourcing. Data is being collected from a very wide variety of areas; 

from everything, everywhere. Individuals have now access to information from all sectors, all 

around the world. People spend most of their waking hours in front of screens, surfing the net, 

on social media, receiving and most importantly giving a widespread range of information. 

What are we doing with all this information? What is the amount of knowledge that we learn 

from what we receive? The use of technology, increase in communication, globalization, 

deregulation and downsizing are main factors for information overload [1].  

With all the data in the cloud, at the service of the public, the problem of information 

overload rises. Information overload is “the dilemma of having more information than one can 

assimilate, or being burdened with a large supply of information”. [2] The human brain is 

receiving more information that it is able to process in a certain timeframe: the conversion of 

data into knowledge is challenging due to the speed and the quantity of data received. Many 

researches were made to grasp the effect of information overflow on the purchase and choice 

of different products: CD players, laundry detergents, calculators, peanut butter, houses, rice 

and prepared dinner… [3] People use online services to save time and effort, yet, with the many 

choices and possibilities that they have, the task of taking decisions is made harder. The 

problems caused by information overload are several: psychological stress, wrong decisions, 

disregarding relevant information, etc. When users are faced with high levels of information, 

dysfunctional consequences, such as confusion and cognitive fatigue, result due to the overload 
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of their limited processing capacity. Victims of information overload require longer time for 

consumption which impacts the enterprises of course. This time factor can lead to distraction, 

time waste or the reduction of decision quality due to a certain time-limit to make the choice. 

Sometimes, reception will be completely blocked, which can negatively affect the 

psychological and mental health of the user (like the phenomena of the burnout). The user 

usually loses the ability to separate valuable information from what is unnecessary, basing 

his/her decision on wrong information: this will result in a low decision quality [2]. 

One widespread solution for the information overload problem is the use of 

recommender systems since they are adaptable to different environments. In order to reduce 

the consumer’s cognitive efforts and increase the quality of his/her decisions (and 

consequently, his/her satisfaction), Decision-Support Systems (DSS) are implemented in the 

shape of recommendations. This recommender system aims at filtering the wide information 

to match the user’s taste and support him in efficient decision making. These DSS alleviate the 

processing effort of the user, thus protecting him from information overload, while maintaining 

an acceptable level of choice accuracy, through the use of heuristics. [3] 
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Figure 1 Recommender systems as solution for information overload 

The system guides users that lack a detailed product domain knowledge to useful or 

relevant items in a personalized way among a huge space of possibilities. The recommendation 

is an option that the system judges worthy of the user’s consideration. In return to this “favor” 

that the system is doing to the users, users build up a trust towards it. They trust the 

recommendations to be the most accurate and useful based on their profile and previous 

activity.  

This accuracy is at risk from the existence of noise. Recommender systems, like any other 

system, are prone to error, especially that it involves human activity that is, itself prone to error. 

Two types of noise exist: 

1. Natural Noise 

It is linked to the human error whether it is unintentional or due to moodiness. It is witnessed 

when the user makes an unusual rating, i.e. incompatible with his/her profile and previous 

activity. It is hard to detect since everything related to the human psychology is hard to 
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measure: how can the system say that the user is moody or committed an error in this specific 

rating? Studies are done to solve this issue, detect, and remove this type of noise.  

2. Malicious noise 

This type of noise is intentionally inserted by attackers. That is why this category is also known 

for shilling attacks. This deliberate insertion of noise has for goal the manipulation of the 

recommendations. The aim can be to increase or decrease the recommendation of a targeted 

item. It is usually done by the insertion of fake profiles, according to certain patterns, which is 

why detecting and correcting malicious noise is somewhat easier [32]. Many techniques and 

algorithms exist. 

 While the noise detection algorithms are able to detect and remove noise, protecting the 

system from losing users’ trust, it is also removing serendipitous items. Serendipity is the happy 

surprise, when an item is unexpectedly relevant. It is true that recommender systems are 

helping user to have accurate information alleviating the information overload problem, but, 

on the other hand, new problems are arising due to over-personalization. This is where the 

notions of “filter bubbles” and “echo rooms” appear. 

 Echo chambers describe situations where a limited number of beliefs, ideas and 

information is shared and repeated. It is a presentation of the echo phenomenon. Filter bubbles 

are algorithmic made filters where the content is personalized for the user. It is true that both 

concepts are closely related, but echo chambers are human-made, based on the user’s behavior, 

whereas filter bubbles are more of a result of the accuracy the systems are trying to create. 

While the bubbles strengthen the user made echo chambers, the seconds are influenced by the 

first[bubbles]. This overly accurate environment is becoming an online comfort zone that users 

are getting so accustomed to, that it is becoming a sick addiction. 

This issue is discussed by media law and ethics as “diversity exposure” [4].  Serendipity 

can be a solution since it causes cognitive diversity, innovation and creativity. It gives 
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individuals back their freedom. Reviglio’s theory is that when users are pushed to burst from 

their bubbles, they are stepping into the power of discovering things, and this will give them 

freedom and mystery. At the same time, serendipity presents a risk. By giving the user 

intentionally inaccurate recommendations, the system is risking giving the user irrelevant 

information which will result in unsatisfactory results. Once the user is unsatisfied, he/ she will 

lose trust in this particular system. Since nowadays the number of available recommender 

systems is so large, he/she will stop using the system in question and use another one. [5]  

 Accuracy, trust in the recommender system, noise and serendipity are intertwined 

notions that should be treated delicately. The aim of this study is to maintain users’ trust in the 

recommender system without imprisoning them in bubbles where the environment is toxically 

over-personalized. The first objective of this study is to show that existing datasets containing 

the users’ interactions and ratings present anomalous behaviors that can be noise or serendipity. 

Since noise is undesired but serendipity is important, the second objective is to differentiate 

between them. A serendipity-aware noise detection algorithm is implemented to remove noise 

while keeping serendipity in Collaborative Filtering Recommender Systems. The first part of 

the algorithm detects the possibly noisy ratings. The second part differentiates between natural 

noise and serendipity since their definitions overlap. Unlike different noise detection 

algorithms that remove serendipity, this one conserves it for a better satisfaction. The third 

objective is to measure the success of the proposed algorithm; a metric is created.  

 This thesis is composed of four sections. Section 2 illustrates the literature of the 

Recommender Systems with a survey of natural and shilling noise, and serendipity. Section 3 

presents the first objective of this study where noise and serendipity are detected. Section 4 

discusses our proposed model. The logic behind the algorithms is explained. The metrics used 

for measurement are chosen. The results obtained in the experimental environment are 

discussed. Finally, the last section contains the conclusion.   
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II. LITERATURE REVIEW       

A. Recommender Systems 

The aim of recommender systems is to capture the user’s preferences and behavior and use 

them to suggest relevant and interesting items or services. They have gained prominence in a 

large variety of fields since they narrow down the choices of the users protecting him/her from 

being overwhelmed with information. A number of approaches exist[RS]: 

1.  Collaborative Filtering 

One of the most widely used methods. It is based on the assumption that people who had the 

same likings in the past will also have it in the future. The user’s past behavior is analyzed, 

such as the ratings he/she gives for items. Based on similar behaviors by like-minded users, 

his/her behavior is predicted.  

The advantage of this technique is that it is machine independent and can easily analyze the 

content. Some limitations are the cold start problem, sparsity and scalability. It can be further 

classified into memory-based or model-based filtering techniques whether the prediction uses 

the database or learns the users’ preferences from his/her ratings respectively. 

1. Content-based Filtering 

User preferences for items are stored in the user’s profile. This technique compares the items 

lists trying to predict similar items to the ones the users prefers. Items are described using 

keywords and tags. 

This approach suffers mainly from two issues that are two extremes of the spectrum: limited 

content analysis and overspecialization. 

2. Hybrid-based Recommender Systems 
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It combines collaborative filtering and content based, to overcome their disadvantages and 

improve the performance 

3. Mobile Recommender Systems 

This field is targeted towards smartphones. Mobile data is usually complex what makes it one 

of the biggest challenges in the area of research.  

4. Risk-aware Recommender Systems 

This approach is concerned with the user. In real time applications, it is not only important to 

recommend relevant content, but also when to recommend it. When recommendations are 

pushed in certain circumstances, the risk of annoying the user exists. 

5. Multi-criteria Recommender Systems 

The majority of traditional collaborative filtering systems operate on one single criterion. This 

is not very realistic since when the user rates an item he/she might consider more than one 

criterion. In this category of recommender systems, multiple criterion are incorporated.  

6. Context-aware Recommender Systems 

Context plays a crucial role in improving the performance of the recommender system. Context 

refers to various factors like time, location, mood, weather, etc. 

7. Group Recommender Systems 

Traditional recommender systems provide suggestions for one single user. In real life, many 

activities like traveling or watching a movie can be done in group. This is where the group 

recommender systems target the entire group’s preferences.  

8. Expert-based Recommender Systems 
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An expert is one who has more knowledge than average users in their respective domain. 

Taking his/her opinion into consideration would boost the recommendations. The emerging 

challenge is how to identify an expert. 

9. Graph-based Recommender Systems 

The recommender system is represented using a graph, with nodes (the entities) and edges 

(relationships that connect entities). The scalability and flexibility are very high. 

10. Knowledge-based Recommender Systems 

Since the scope of recommender systems is significantly growing, conventional systems that 

target simple products are no longer satisfactory. This approach can be summarized in the 

following: “what item should be recommended in which time or context or subject”. A lot of 

knowledge should be acquired which might be the disadvantage of it. on the other hand, the 

problem of cold start is solved. These systems can be further divided to constraint-based or 

case-based systems. 
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B. Shilling Noise 

i. Definition 

In order to generate accurate recommendations, the majority of collaborative filtering 

methods use a user-product matrix. This user-item matrix comprises the profiles of the users 

and its integrity is essential for the generation of meaningful recommendations. However, this 

task is hard and many issues can arise. These issues can be classified into three categories: cold 

start, data sparseness and shilling attacks (or profile injection attacks). [6] The first issue 

consists of the problem that arises when new items or new users are introduced to the system. 

Data sparseness happens when ratings are sparse. The third issue is what concerns us the most 

in our studies. 

Profile injection attacks, like its name indicates, consist of the introduction of biased 

profiles into the system. These attacking profiles consist of biased ratings targeting a particular 

item. The first type of attacks is the pushing attack where ratings for the attacked items are 

extremely high. On the other hand, nuke attacks oppositely are formed of very low ratings. The 

main goal is to shift the predicted ratings of this item, affecting consequently the overall 

recommendations. The problem is, if the attacks take their way frequently, the users’ trust 

towards the recommender system will be reduced. This will result in a reduction in the use of 

the system. [6] Many shilling attacks were marked in the past. Two know attacks at least on 

Amazon.com were published. [7] [8]  

In the attack profile, ratings can be divided into four sets of items: a selected item, a 

target, a filler item set and unrated items. [9] 

 

Figure 2 Structure of attack profile 
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The target items set IT contains items that are chosen, depending on the attack type. These 

items, or one item, are then given either minimum or maximum rating value. The set of selected 

items with special features is the selected item set IS. It is not necessary for some attack models. 

In an attack, filler items IF are usually randomly chosen and they have the aim to make the 

profile look as a genuine profile. The more the attacker possesses information and knowledge 

on the recommender system, the higher the quality of his filler items, and the more 

sophisticated his attack. The main difference between attack models is the way selected items 

and filler items are determined and the variance rating distribution in them. 

Attack profiles can be classified according to attributes that come in two varieties: 

model-specific attributes and generic [10]. Many researchers in this matter agree to the theory 

that it is unlikely for attackers to be completely knowledgeable about the ratings in the system. 

That is why the overall statistical signature of attack profiles will be significantly different from 

genuine users. The two main sources for this difference are the distribution of ratings among 

filler items and the rating of the target item. Generic attributes capture this deviance from 

authentic users and can, subsequently identify attacker profiles [10] [11]. 

ii. Attack models 

Through the researches, and based on assumptions about the attacker’s purpose and 

knowledge, a multitude of attack models have been established. The main differences between 

different attack types are: the way selected items are identified, the proportion of filler items 

which determines the attack profile size since the selected item set is small and how the ratings 

are assigned to items. We can count many popular models [12]: 

1. Random attack model 

The random attack is the basic, simplest, and less effective of them all. It generates profiles 

where all items to rate, except the target item, and their ratings are chosen randomly.  

2. Average attack model 
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The profiles generated by the average attack share the tendencies of the system’s users. This is 

possible by drawing the created malicious profile’s ratings from the rating distribution that is 

associated with every item. This attack requires that the attacker has a somewhat complete and 

detailed knowledge of the data set on which the recommender system is based: its effectiveness 

is closely related to this.  

3. Probe attack model 

Some recommender systems are configured to produce predicted ratings for the items. 

Attackers relying on the probe attack use this feature to fill out their profile. That way, their 

ratings will be naturally similar to other users in the system, especially their neighbors. 

4. Bandwagon attack model 

The bandwagon attack is also known as the popular attack; the attacker determines the 

popularity of the item independently from the system. After pinning the well-known items, he 

will associate the attacked items with a handful of them. This type of attack achieves many of 

the average’s attack benefits without requiring the knowledge of the data set underlying the 

recommender algorithm.  

5. Segment attack model  

The segment attack targets a specific set of users.  

These previously described attacks can be adapted to decrease the rating of a certain item 

rather than increasing it. However, reverse-bandwagon and love/hate attacks are specifically 

designed to “nuke” a target item. [12] 

1. Reverse-bandwagon attack model 

Like its name indicates, it is a variation of the bandwagon attack. In this attack a low rating is 

assigned to both the target items and the other items used to create the malicious profile. These 

chosen items tend to be poorly rated by a large number of users. Associating the target item 
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with widely disliked products increases the probability that the system will generate a very low 

predicted rating for the attacked item.  

2. Love/hate attack model 

In the love/hate attacks no previous knowledge is required. The attack profile consists of a 

target item with minimum rating while fillers get the maximum rating. This simple way of 

generating attack profiles has surprisingly a high effectiveness.    

These attacks are considered by Bryan et al. [13] standard attacks. They mention another 

category called obfuscated attacks. Attackers try to obfuscate their attack signature to decrease 

their visibility from detection algorithms. Multiple models which can be applied on the random 

attack, the average and the bandwagon attack are proposed.  

a. Noise injection 

It is the addition of noise to the ratings. It is done according to a standard normal distribution 

multiplied by a constant. The degree of obfuscation of this method is governed by this constant.  

b. User shifting 

It involves shifting by a constant amount the ratings of a subset of items inside the profile. 

Shifts have a positive and a negative form depending on the amount of shift that is governed 

by a standard normally distributed number.  

c. Target shifting  

It is a branch of user shifting where the target item’s rating is shifted. Usually in attack profiles, 

target items receive either the maximum rating or the minimum whether it is a push or a nuke 

attack respectively: this is a particular signature common for all attack profiles. Target shifting 

consists of setting the rating of the target item to maximum -1 or minimum + 1.   

Yang et al. [14] and Bhaumik et al. [15] would add to these obfuscation methods the 

AOP (Average Over Popular Items) attack, an effective yet simple strategy to obfuscate 
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average attacks. It is based on choosing filler items with equal probability from the most 

popular items, the top x%, instead of choosing from the entire set of items.  

Bhaumik et al. also adds the mixed attack. As it name shows it consists of mixing the 

same amount of segment, bandwagon, random and average attack profiles. A spam detection 

technique should perform efficiently against mixed attacks.  

Yang et al. [16] adds two additional types of attacks: the power item and the power user 

attacks. Power items in the collaborative filtering recommender systems influence the largest 

group of items. The influence is the ability of the item to affect the predictions that the system 

offers for other users. In a similar way, power users influence the widest group of users. The 

Power Item Attack (PIA) can itself be divided into three kinds. In PIA-AS, the top-N items 

with highest Aggregate Similarity (AS) are selected to be the set of power items. The PIA-ID 

is based on In-Degree centrality. The third type of PIA is the PIA-NR where items are chosen 

to be power items if they have the highest number of users. Similarly, the Power-User Attacks 

(PUA) consist of three kinds: PUA-AS, PUA-ID and PUA-NR.  

iii. Attack detection algorithms 

To fight against the shilling attacks detection algorithms have been proposed. Their aim 

is to detect the attack profiles and remove them from the recommender system before the 

generation of recommendations. There are two types of approaches: profile-based and item-

based. Item based algorithms aim at detecting the attacked items. To do so, they use the item 

vectors within the user-item matrix. While the profile based algorithms screen the rating 

vectors of every user in the user-product matrix in order to identify abnormal profiles [6]. 

Furthermore, profile-based algorithms can be divided into two more categories. The 

first approach is the classification-based approach. It exploits a classification model that was 

built previously to predict whether a new profile is a genuine user or an attacker. This method 
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requires a balanced number of negative and positive cases. In the real world, collecting a 

balanced number of cases is difficult: negative cases are less frequent and can be unnoticed [6] 

The second approach is the Principal Component Analysis based method. It transforms 

the user-product matrix to a hyper-plane; that way, every profile can be represented using three 

principal components. If a profile is close to the origin of the hyper-plane, then, it will be 

marked as an attacker. The PCA method is unable to handle missing values in the user-product 

matrix. The missing data is computed from values around it and estimated. However, due to 

the sparsity of the matrix, since users might not know all offered items, the estimation’s quality 

is questionable. [6]  

In order to detect items under stack, the item-based approach picks up items whose 

preferences are beyond boundaries. This approach relies on the Statistical Process Control, SPC 

technique, in order to detect anomaly ratings for every item. The boundary is formed of the 

upper and the lower limits: two horizontal lines estimated with the use of historical ratings. 

This technique unfortunately alerts of the presence of the attack, but it is unable to spot the 

culpable rater. [6] 

According to Zhou et al. [9] attack detection algorithms can be divided into three 

categories: unsupervised, supervised and semi-supervised. In the supervised category, the 

detection techniques are modeled as classification problem. Three main classification 

algorithms are used: kNN-based, SVM-based and C4.5-based. They aim to improve the 

robustness of the system and enhance its accuracy. To be able to achieve this, they need a large 

number of labeled users, to make sure that the number of attack and genuine profiles are 

balanced to be able to train the classifiers. The earliest techniques were less accurate because 

they exploited the signatures of the attack profiles, looking at individual users and ignoring the 

combined impact of these malicious users. Some of those techniques used the decision tree 
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methods, the nearest neighbor classifiers, Bayes classifiers, rule based classifiers or Neural 

Network classifiers. 

The issues faced in the supervised approaches are addressed in the unsupervised 

detection approaches by training on an unlabeled dataset. Compared the previous approaches, 

these methods have less computational effort involved in them, improve the detection accuracy 

and facilitate online learning. Some of the techniques use association rules methods, clustering 

and statistical approaches.  

In their work, Williams et al. [17] prove that a supervised classification learning 

approach improves the profile injection attacks detection technique by adding robustness 

significantly. A crucial factor for the protection of the recommender system is the choice of the 

classifier algorithm. This algorithm, if combined with a robust classification algorithm like 

SVM can increase the robustness even more. Their technique utilizes a three branched strategy 

combining first, similarity to reverse engineered attacks, second, attributes for general ratings 

anomalies detection and, finally, target concentration.  This model above mentioned includes 

many dimensions: critical mass information, time series… However, its limitations are caused 

by using the profiles in isolation (i.e. without identifying common items under attack) and not 

incorporating temporal properties 

Zhang et al. [18] proposed a meta-learning-based approach with the aim of improving 

the precision of detecting profile injection attacks. The model contains a base-level and a meta-

level training that both use SVM as learning algorithm. The base-level training set is generated 

through the use of the attack profiles and the rating database. The diversities of the base-

classifiers reduce in an effective way the correlation of the misclassifications but also improves 

the predictive capability of the meta-level; after all, the output of the base-level is integrated as 

the input of the meta-level that will generate the final result. The underlying concept of the 

meta-learning approach is relearning the existing knowledge in order to boost the overall 
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predictive effectiveness. This proposed algorithm holds a high recall and improves the 

precision effectively.  

Since the number of attackers is generally way less than genuine users, the problem of 

imbalanced classification arises, affecting the supervised learning based detection (SVM, kNN, 

etc.) that are weak in handling this type of issues. Boosting proved to be efficient in this 

scenario since weak learners are fitted iteratively to the training data. The emphasis on the 

observations modeled weakly by these weak earners is gradually increased by using 

appropriate methods. AdaBoost presented in [14] apply weights to the different observations 

to emphasize the poorly modelled samples and iteratively strengthening the correction of 

misclassifications. AdaBoost’s performance can be improved to be consistent, creating the re-

scale AdaBoost (RAdaBoost)     

Chung et al. [6] suggested an unsupervised algorithm based on Beta probability 

distribution to detect as many attackers as possible while keeping the genuine users as intact as 

possible. The proposed algorithm is immune from the issue of data skew, since it does not 

require negative training data, but also immune from the problem of null values. Additionally, 

it is able to detect multiple-target attacks lunched simultaneously, which is not an option in 

many of the other detection algorithms. This method called Beta-Protection βP aims on having 

both, a low alarm rate and high detection rate. It is composed of three phases based on the 

characteristics of the Beta distribution. The first phase consists of marking users with extremely 

low numbers of rated items as attackers. After all, attackers have to give scores to the filler 

items that can be few in some attacking profiles. The Beta-distribution characteristic is applied 

on the distribution of the items that are being rated following a procedure called 

rating_extremely_few_items. The second and third phase are linked respectively to raters with 

extreme scores positively and negatively. The characteristic is applied on the scores of the 
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raters: rating_extreme_score. If a rater fits in any of the three previously mentioned categories, 

he/she will be judged as abnormal.  

This method nevertheless presents some limitations that are directly linked to the definition of 

Beta distribution itself. An assumption is made: a single prior distribution can be used in order 

to describe the possible values that are observed in every cell of the user-product matrix for 

genuine users. In consequence, the method will score a high false alarm rate and a low detection 

rate in case the genuine users present different grading behavior significantly. A second 

limitation is derived from the size of the attack: if the attack was large, it can distort prior 

distribution, causing the generation of poor results.   

Bryan et al.[13] propose the UnRAP algorithm that uses a sparse variation of the Hv-

score metric. This metric was developed in the area of gene expression data analysis and 

performs well in separating genuine profiles from attackers. In comparison with standard 

metrics, it can be used to improve the performance of detection methods. UnRAP that is built 

on the strength of the Hv-score metric shows a good performance over many standard and 

obfuscated attacks. Furthermore, the unsupervised nature of Unrap means that it is probably 

capable of detecting future novel attacks which is not even a considerable option with 

supervised approaches that fit the current attack models.  

Bhaumik et al. [15] present an unsupervised attribute-based k-means clustering 

approach to identify attack profiles despite the type of the attack. This algorithm detects spam 

users with fewer misclassified authentic users and higher degree of accuracy, and is mostly 

effective against segment attacks. This technique is based on the hypothesis that the attack 

profiles are less in numbers and will consequently dominate one clusters due to their similarity. 

The algorithm generates profiles for each user in the database, and then, using the k-means 

clustering algorithm, the profiles are partitioned into two groups of users sharing similarities. 

According to the assumption that the smaller clusters corresponds typically to the attack 
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profiles, this smaller cluster will be marked as anomalous and all profiles in this cluster will be 

given low preference when recommendations are generated.  

Bilge et al. [19] rely also on the fact that shilling profiles share high similarity among 

themselves. For that reason, the correlation-based clustering algorithms are more prone 

heuristically to group attack profiles together. Their study is based on bisecting k-means 

clustering approach to gather the attack profiles in a leaf node of a binary decision tree. This 

method is extremely successful against average segments and bandwagon attack profiles. 

Yang et al. [20] present an unsupervised detection method consisting of two phases. In 

the first phase, a density-based clustering method based on some selected features is exploited 

in order to determine suspected users. The second phase aims to find out suspicious items 

through the use of some selected features of item in order to spot further the attackers raised 

on the first phases result. That way the attackers can be detected. Features are selected 

effectively based on the adaptive structure learning that takes advantage of adaptive global and 

local structure learning. 

Zhang et al. [21] propose the UD-HMM, an unsupervised approach for detecting 

chilling attacks based on hidden Markov model and hierarchical clustering. The hidden Markov 

model is first used in order to model user's history rating behaviors. Then, by analyzing the 

user's preference sequence and the difference between malicious users and authentic ones in 

the rating behaviors, each user's suspicious degree is calculated. Afterwards, according to this 

user's suspicious degree, users are grouped using the hierarchical clustering method. As a 

result, the set of attack users is obtained. This detection technique does not require the 

knowledge of the attack size in advance, nor does it require to label candidate attack users 

manually. However, it performed poorly when detecting collusive spammers. 

Xia et al. [22] propose a novel dynamic time interval segmentation technique based 

item anomaly detection approach to detect shilling attacks. This segmentation technique can 
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detect attacks despite their type, with linear time complexity, and is effective in a large range 

of sizes with strong robustness. It is first inspired by the common features of attacks. The first 

common feature according to this study is that the attack schedules are short bearing in mind 

leveraging the costs and benefits. Second of all, the scales of the attack are large enough so that 

the statistical characteristics of the attacked target item are able to change with the attackers’ 

intention. The final common feature is that the attackers like to mark their target with ratings 

considerably different from the mean value that is the profile characteristics of the item. The 

detection algorithm uses the rate of change of skewness quantities for time interval 

segmentation. This technique can cluster the consecutive attack ratings of the same type 

together successfully, create the intervals with multiple scales and identify the intervals that 

are subject to attack in an effective way.  

Zhang et al. [23] base their detection technique on a common characteristic of the 

shilling attack: over the period of the attack, they induce change in the distribution of the ratings 

of items, particularly the target item. Therefore, according to their approach, detecting a wide 

set of attacks is made possible through the examination of the rating distribution for every item 

over a time series. This approach has two main advantages. The first one is that it allows the 

detection of attacks that were difficult to isolate when using methods where every attack profile 

is studied alone. The second benefit is that it can reveal attacks that were previously unknown 

or undefined. It presents some disadvantages, like the fact that ratings to a certain item in a 

large-scale recommender system might have a seasonality or a trend over time. 

Away from profile-based detection approaches, Bhaumik et al. [24] present an item-

based detection approach that aims at the identification of what items might be victims of an 

attack based on the item’s rating activity. Instead of detecting attacker profiles, items with 

suspicious trends are identified independently from users. Three statistical anomaly detection 

techniques were investigated. Two Statistical Process Control (SPC) techniques are presented 
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and evaluated: the Confidence Interval control limit technique and the X-bar control limit. The 

third approach is a time interval detection scheme.  

SPC is usually used for long term monitoring of feature values that are related to the process. 

When a feature of interest is constructed or chosen, an estimation of the distribution of this 

feature and future observations can be monitored automatically. For the quality monitoring in 

SPC, control charts are routinely used. Generally, SPC is formed of two phases. The first phase 

consists of estimating the process parameters. To achieve that, historical events are used. Then, 

these parameters are employed to detect out-of-control anomalies for recent events. The X-bar 

chart is one frequently used type of control chart. It plots where the current measurement falls 

compared to the average value. Upper and lower limits are set: a new item is probably under 

attack, if the average rating is greater than the upper limit or less than the lower one. In the 

confidence interval control limit, the upper and lower boundaries correspond respectively to 

the signal threshold for pus attacks and nuke attacks. If the item falls inside the range, it is not 

subject to attack; contrarily, if it falls outside, it is marked as suspicious.  

A series of observations over time characterize the usual behavior of a recommender system. 

If an attack occurs, it is crucial to notice it as fast as possible before allowing significant 

performance degradation to happen. In order to assure that, a continuous monitoring of the 

system can be done, searching for deviations from past behavior. The time interval detection 

algorithm detects the time period over which a potential attack is targeting the item.  

Moreover, Bhaumik et al confirm that the rating distribution of an item affects the detection 

performance. Items with low average rating or few ratings can be manipulated easier than items 

with high average rating or many ratings. 

Morid et al. [11] suggest that instead of applying the attack detection methods to the 

entire user sets, applying them to the influential users would improve the detection performance 

and the stability of the recommender system. In order to detect the influential user, the loo 



21 
 

 

(leave-one-out) strategy is employed. The target profile is removed from the system and the 

impact of his absence is observed. The more users are affected by his/her absence, the more 

influential he/she is. Once located, testes to detect if this user is a malicious attacker are made 

only on him/her. 
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C.  Natural Noise 

i. Definition 

Natural noise is the collection of “noisy” ratings that the user does unintentionally [25], 

first used by O’Mahony et al. [26]. The natural noise relates to the methods by which the system 

infers the user preferences or collects them. In explicit recommender systems where the user is 

asked to rate the items from which his/her profile is constructed, many faults occur naturally, 

since any human activity is prone to error and mistakes. This potential for noise exists also in 

recommender systems where user preferences are induced implicitly; here, noise may even be 

greater [26]. According to a study done by Amatriain et al. [27], natural noise affects the 

recommender system and biases the recommendations, making them less accurate. 

While research aiming to detect and remove attacks is well-developed, less is the 

research focusing on natural noise. One of the main reasons is that natural noise has many 

different factors and can appear in multiple ways whereas attacks follow certain patterns [28]. 

The factors of appearance of natural noise are many: change of preferences over time, rating 

strategies, individual conditions and influences caused by events or by society. 

Amatriain et al. [27] study the quantification of noise in user ratings. According to them, 

the natural noise’s main source are inconsistencies that are linked to many factors, once studied, 

some common sides are discovered. The effect of “not seen”: users are not able to tell 

consistently if they have seen a movie or not, and the difference of rating values in different 

trials. Their findings are the following: 

1. Faster clicking does not produce more inconsistencies. A shorter time between ratings can 

reflect tiredness or boredom, but it is not always the case.  

2. The learning effect of experience, where users rate the same items multiple times, improve 

the assessment on whether they have watched the movie or not. However, it does not 

improve the stability of the rating. 



23 
 

 

3. The order of presentation of the movies to be rated impacts the consistency of the user. 

When movies with similar ratings are assembled together, the contrast effect is minimized 

and the users tend to be more consistent. 

4. Consistency is clearer in extreme ratings (1 or 5) than in mild ones (2 or 3). 

Pham et al. [29] and Amatriain et al. [30] explain two reasons for the existence of natural 

noises in recommender system datasets: (1) Alteration in user preference over a period of time. 

(2) Impact of several factors on a user like personal conditions, social influence, emotional 

states and context. Amatriain et al. also observe the degree of inconsistencies in users’ ratings 

for items at different time intervals, which varied from one to fifteen days. They conclude that 

inconsistencies appear due to change in users’ priorities and users’ imprecision.  

ii. Algorithm  

In their second work, Amatriain et al. [31] propose two partial denoising strategies: user-

dependent and data. They propose a novel algorithm that aims on removing input noise while 

retaining maximum information inside the dataset. They base their method on having many 

repetitions of user rating: re-rating. Two fairness conditions should be met by the algorithm. 

The first condition consists on the production of a denoised version of the input dataset 

containing as many ratings as possible: the algorithm should delete as few ratings from the 

original data. The second condition states that the algorithm should not create new values for 

the ratings, but provide it based on the existing one; in other terms, it should decide which to 

trust. The job of the algorithm is to compare the different rating of the same user for the same 

item, and, based on some possible conditions, give the output. If all ratings belonging to a 

certain user and movie agree, the algorithm turns that rating. If they all differ by more than a 

given threshold, it will be removed due to the strong disagreement. 

O’Mahony et al.[26] proposed a method that detects and removes noise of any kind: the 

malicious shilling attacks and the natural noise. Their method is based on a threshold 
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comparison. They define what they call the consistency of a rating as the MAE (Mean Absolute 

Value) between the actual and the predicted rating. As long as it is within a predefined 

threshold, it is accurate, free of noise. If it exceeds this threshold it will be considered as noise.  

 Choudhary et al. [32] treat the problem of natural noise in multi-criteria recommender 

systems. They developed a multi-criteria recommender system that is able to deal with 

inconsistent ratings. It also uses particle swarm optimization to learn the optimal weights for a 

certain user over multiple criteria in the aggregation process. Their framework consists of two 

phases: the pre-composing phase where noise detection and correction happens, and the 

recommendation phase that uses the corrected dataset. The method is similar to Yera et al. [28] 

where suspicious users are marked according to items, users and ratings classifications. To 

adapt this approach to multi-criteria recommender systems, quality recommendations are 

generated through collaborative filtering for every criterion. Similarities that are captured 

through dice coefficient are aggregated by using the particle swarm optimization for the 

neighborhood set’s construction.  

Yera et al. [28] proposed an interesting method. This method only requires the rating 

matrix; it does not require any additional information, but relies solely on the current ratings. 

Like most of the algorithms aiming on the suppression of noise from the system, the algorithm 

is formed of two-steps: noise detection and correction. Our proposed algorithm is based on this 

study; therefore, the details of this technique will be detailed later.  

Some studies target the group recommender systems GRSs. Some social activities, such as 

watching TV with the entire family or with a group of close friends, require that the 

recommendations be delivered from the group of users and not the individual since the activity 

is done in common, and at the same time. These systems are made possible through the 

extension of individual recommender systems, by aggregating the individual information given 

by each user belonging to the group. Casto et al. [25] propose a method for natural noise 
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management NNM in GRS. They consider the existence of two levels of data: local and global. 

Preferences in the local level belong to the members of the group, whereas, in the global level, 

they belong to all the users in the entire dataset. Four alternatives for NNM are presented: 

1. NNM-LL: local management based on local information 

2. NNM-LG: local management based on global information 

3. NNM-GG: global management 

4. NNM-H: a cascade hybridization approach that performs a global NNM, and then a local 

one to correct the group rating 

The best results were obtained using the last approach, NNM-H: performing a cascade 

hybridization of the entire dataset and then, using the corrected database at a local level, 

managing the natural noise.  
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D. Serendipity 

i. Definition  

Serendipity is commonly described as the unintended finding, the pleasant surprise, the 

accidental discovery or basically the “Aha!” experience [33]. This term was first used by 

Horace in 1754, in his book The Three Princes of Serendipity. These princes’ adventures were 

full of unexpected happy discoveries.  According to Adamopolous and Tuzhin [16] serendipity 

is a concept that is very close to unexpectedness. It involves a positive emotional response from 

the user about a novel item. A serendipitous recommendation is attractive, surprising and 

interesting. The main two aspects are: it should be not yet discovered, and relevant and useful 

to the user. Serendipity is measured by how surprising and successful the recommendation is, 

unexpected and fortuitous. Serendipity “encounters” are created by avoiding obvious 

suggestions. [5] 

Customers usually view only their familiar items without discovering new ones they 

are not accustomed to. However, these unknown items ignored by the user may find solutions 

to problems deemed impossible to solve by the customers. This is where serendipity can 

increase sales and increase the user’s satisfaction. Kaminskas and Bridge [34] call them 

“beyond-accuracy” objectives: diversity, serendipity, novelty and coverage. 

 

Figure 3 Components of Serendipity 

UNEXPECTEDNESS

RELEVANCENOVELTY

SERENDIPITY 
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The components of serendipity are: relevance, novelty and unexpectedness. To better 

understand serendipity, understanding the components is key [35]: 

1. Relevance 

A relevant item is an item that a user likes, consumes or is interested in; we measure the 

relevance through the user’s ratings. If the user gives a certain item a high rating, then it means 

that he/she likes it and finds interest in it, low rating reflects a low relevance. With the change 

and evolution of a person throughout his life, his/her likings change, what produces a change 

of profile, consequently, a change in relevance. What used to be relevant to a teenager might 

not stay once he/she is an adult.  

2. Novelty 

It can hold multiple meanings a novel item can be: 

a) An item that was recently added to the system and that the user didn’t rate yet. 

b) An item that the user forgot; this can be linked to the fact that users’ thoughts are in 

constant flux, and that their memory might forget some items. 

c) An item that is completely unknown to the user even if it previously existed in the 

system, which he/she never rated. 

d) An unrated item, whether he/she is or isn’t familiar with the item; after all the user 

might see an item without checking it nor rating it, or check it without rating it. 

Different studies link novelty to different definitions and some tend to rely on the popularity 

of the item to deduce its novelty.  

3. Unexpectedness 

It is the significant difference between the item and the user’s profile regardless of the relevance 

or novelty. An unexpected item that is completely stranger to the user’s profile can be relevant 

or irrelevant, novel or familiar.  
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Adding serendipity to a recommender system consists of giving it the ability to know 

what the user himself doesn’t know that he/she likes. If the items inside the user’s mind are to 

be categorized in a simplified way, there would be four categories. The first two categories are 

what the user knows (has previously seen or heard) that he/she likes or he/she did not like. The 

other two categories are the unknown items, that the user has never seen or heard of. These 

also can be liked or disliked by the user if he/she happened to encounter them. Serendipity lies 

in the category of the items that the user ignores but would like. The algorithm is called to find 

relevant “to be liked” recommendations that are not looked for [43].  

What I know and I like What I know and I dislike 

What I don’t know and I would like What I don’t know and I would dislike 

Table 1 Representation of items in user mind 

ii. Serendipity implementation 

According to Reviglio [4], serendipity should be created through opportunities; it cannot 

be created on demand. This is due to its paradoxical nature of being an accidental perception 

and a capability. He describes coding for serendipity as an oxymoron. The opportunities that 

will cultivate serendipity are present in the design of physical, digital, and learning 

environments. He places users’ information behaviors for seeking serendipity in two 

categories: the passive and the active. The passive way is non-purposive, as browsing 

throughout the recommendation list randomly for example. The active way is purposive like 

nudging with design choices and visualization tools. This is the ability to extract relevance and 

usefulness from unexpected events. To push users to seek serendipity many features can be 

used, in social media specially, where Reviglio did his study: 

a. Awareness: show the user his/her information diet through visualization 

b. Interactive control: browse diverse filters per person using multiple filtering 
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c. Soft nudging: build an architecture that nudges users towards serendipity, such as the 

serendipitous button proposed by Sunstein to encounter challenging political content. 

As a continuation for what was previously said, Sun et al. [33] through their observation noted 

that microblogging communities provide a suitable context to observe the presence and effect 

of serendipity. In fact, their experiment revealed a high ratio of serendipity due to retweeting. 

They remarked that this serendipitous diffusion of information affects the user’s activity and 

engagement positively. 

In order to implement serendipity, different algorithms exist. Kotkov et al. [35] divide them 

into three categories depending on the data they use (content based filtering, collaborative 

filtering or hybrid). To improve serendipity even more, actions are taken at different stages of 

the process. Kotkov et al. suggest three paradigms for serendipity-oriented recommendations: 

a. Pre-filtering: input data is preprocessed  

b. Modeling: improvement is done at the generation phase 

c. Post-filtering: results are re-ranked 

i. Re-ranking algorithms: 

These algorithms are based on accuracy-oriented approaches. They use their predictions, 

leverage them and re-rank the output of the recommender system.  Obvious suggestions, that 

the accuracy-oriented recommender system consider relevant, are assigned low ranks in this 

re-ranking technique. 

In the re-ranking serendipity-oriented algorithm of Adamopoulos et al. [16], overall scores 

are assigned to items based on two metrics. The first metrics is the unexpectedness utility that 

indicates the obviousness of items for the users, depending on the distance between the item 

and the user’s expectations, based on item attributes (content-based) and on the user’s ratings 

(collaborative). The second metrics is the quality utility that reflects the relevance of the 
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previously mentioned items for the user, provided by the accuracy-oriented algorithm. The 

algorithm is composed of 5 steps: 

a. The set of expected items Eu is computed.  

b. Using the relevance score provided by the accuracy-oriented algorithm that was chosen as 

a base for this algorithm, the items are filtered by removing the irrelevant ones.  

c. Using the computed expected items set Eu, the items that are very obvious for the users are 

filtered out, keeping consequently the unexpected items.  

d. The overall utility (unexpectedness and quality utilities combined) calculation is done.  

e. The items that passed all the above-mentioned tests and that have the highest overall utility 

will be recommended.    

One downside of the algorithm is that it does not take popularity into account. Therefore, even 

if the recommended items are serendipitous compared to the user’s profile, the system might 

still recommend popular items. 

With the goal of reaching a recommender system that respect all, diversity, novelty and 

serendipity, Zhang et al. [36] propose Full Auralist. This algorithm is itself formed by three 

algorithms that return each a ranked list of items: 

a. The relevance of the recommendations is the responsibility of the basic auralist. 

b. Providing a diverse list of recommendations is the function of the listener diversity. 

c. De-clustering is responsible of the unexpectedness of the suggested items.  

After the three abovementioned algorithm return the ranked items lists, Full Auralist, using the 

linear combination of the generated ranks, integrates them together. The disadvantage of Full 

Auralist is the difficulty to implement it due to its composition, grouping three different 

algorithms, but it is able to capture both, the similarity and the popularity of items. 
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Jenders et al. [37] proposed a recommendation system for newspapers based on 

serendipity, which they define as a combination of unexpectedness and interestingness. They 

compare many different ranking algorithms: 

a. By to the unexpectedness measure of the articles 

b. By the cosine similarity of the articles to the source article 

c. By the diversity of the articles 

d. By the topical dissimilarity between the articles and the source article 

e. By re-ranking the articles from (a) and (b) using a boosting algorithm; this, what they called 

by serendipity.  

The last ranking algorithm, the one by serendipity gained the highest mean surprise ratings per 

participant. 

ii. Serendipity-oriented modification 

As its name shows, this category is based on the modification of accuracy-oriented 

algorithms. While re-ranking algorithms can use any accuracy-oriented algorithm that assign 

ranking score to items, modifications are applied to certain types of algorithms. An example is 

the k-furthest neighbor approach [33], which is a modification of the k-nearest neighbor 

algorithm (user-based CF). Instead of suggesting items liked by users similar to a target user, 

a k-furthest neighbor algorithm recommends items disliked by users dissimilar to a target user. 

Kawamae [38] bases his research on the following definition of serendipity: “a 

serendipitous recommendation helps the user find a surprisingly interesting item he might not 

have other- wise discovered”. The probability of an item being serendipitous varies 

proportionally to the difficulty to find this item: the easier it is to find it, the less serendipitous 

it is. The algorithm he proposes is based on the estimated search time. It is formed of three 

phases: 
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a. Similar users (innovators) are detected for every target user. These detected users share a 

common taste with the target and have a tendency to discover recently released items better 

than the target. 

b. Measurements of how likely it is that the target will consume a certain item from an 

innovator’s profile are made 

c. The two abovementioned probability parameters are combined into ranking score and a 

suggestion list is sorted. 

This algorithm searches for innovators similar to the target, it is very probable that the 

recommended item would be similar the target’s profile, which is a disadvantage. Whereas the 

advantage of this technique is that is takes into consideration the release time of an item and 

the consumption time too. It recommends unpopular items, since innovator probability gives a 

higher score to items that have been recently released and are not yet popular.  

Toms [39] in her study found multiple approaches to introduce serendipity in the 

recommendation process. She defines four strategies to implement serendipity, stated in the 

order of complexity: 

1. via a random information node generator: Blind luck or Role of chance  

2. via a user profile: Pasteur principle stating that “chance favors the prepared mind” 

3. via poor similarity measures (partially): Anomalies and exceptions 

4. via unknown implementation for now: Reasoning by analogy 

Iaquinta et al. [29] propose introducing serendipity in a content-based recommender 

system. They use Toms’ third strategy: anomalies and exceptions. They create consequently a 

hybrid recommender system that joins both, the content-based algorithm and the serendipitous 

heuristics, providing serendipitous recommendations alongside classical ones. The process is 

performed in three steps: 

a. Content Analyzer that identifies relevant content 
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b. Profile Learner that creates a probabilistic model using a supervised learning technique 

c. Recommender that recommends the items 

 

 

Figure 4 General System Architecture 

iii. Novel algorithms 

The algorithms in this category are not based on any previous accuracy-oriented algorithm. 

Different techniques are used and approaches are diversified.  

Akiyama et al. [40] propose a content-based algorithm that improves serendipity composed 

of three steps: 

a. Items from a user profile are clustered according to some item attributes. 

b. Scores are assigned to unrated items according to their distance from the previously 

discovered clusters and the degree of unexpectedness compared to the user. 

c. These items will be ranked according to the abovementioned scored that was assigned to 

them. 
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Since the algorithm does not have many parameters, it is easy to control. Its content-based 

nature can result positively in computational time depending on the chosen dataset. The 

disadvantage of this method is that is disregards the popularity. 

The TANGENT algorithm was proposed by Onuma et al. [41] to broaden user tastes 

while retaining the accuracy of recommendations. In this method, users and items correspond 

to nodes, and ratings to edges, on a bipartite graph. TANGENT detects groups of users that are 

likeminded. Then, it suggests relevant items to users from different groups. A downside of this 

algorithm is that it might recommend popular items that users know very well already, since 

items liked from multiple groups are most probably popular. 

RWR-KI stands for Random Walk with Restarts enhanced with Knowledge Infusion. 

This algorithm proposed by De Gemmis et al. [42] is based on the results of RWR. RWR uses 

an item similarity graph where the relatedness of items indicates their similarity. When using 

uncommon similarity measure, this method recommends serendipitous items. Since the 

algorithm is independent of the user’s ratings, recommendations are free from bias towards 

popularity. Some disadvantages to this technique are the requirement of information 

enrichment which requires additional effort, and suggestions might still be similar to a user 

profile due to similar descriptions. 

In his study, Yamaba et al. [30] suggested adding the impressions of users regarding an 

item in the recommender system to its attributes. This is an example to make things clearer: if 

a book that is regarded as a love story, left the impression of thriller, then this impression will 

be added to the previous attribute. That way, this book will be recommended to thriller lovers 

too.  
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Figure 5 Comparison between traditional and serendipitous RS 

To realize this classification, they adopted folksonomy. Oppositely to conventional 

classification systems that use a top-down process, folksonomy is a bottom-up style 

classification system. In conventional systems, the recommended items are classified in 

advance according to categories that the service providers define. In folksonomy classification, 

the users assign items tags (i.e. keywords) that will be used in the process. 

iii. Serendipity assessment  

The struggle of defining the notion of serendipity reflects the difficulty to measure this 

feature. Studies found some common ways to assess serendipity with evaluation metrics that 

are divided into online and offline strategies.  

Online strategies involve the interaction of real users with a recommender system, 

whether it is already deployed or a prototype, in multiple ways, such as questionnaires. 

Serendipity assessment can benefit a lot from these techniques: asking the user if he/she found 

the recommendation serendipitous (i.e. unexpectedly relevant). The existing challenge is the 
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complex difficulty for users to detect or even define serendipitous items. Since online 

evaluation is demanding and complicated, researchers tend to conduct offline experiments 

before implementing the recommender system online.  

Offline evaluation techniques do not involve real-life users but pre-collected or 

simulated datasets. Some ratings are hidden and left to the algorithm to predict based on the 

rest of the data that is provided. The hidden data is the test set, and the remaining data is the 

training set that will be the input of the algorithm. An algorithm is judged suitable according 

to his performance that is presented by evaluation metrics. Even if this kind of experiments 

limits the number of questions the researchers can answer, often related to the prediction power, 

it is necessary in order to decrease the number of candidate algorithms. To assess serendipity 

in offline experiments, it is up to researchers to make assumptions regarding serendipitous 

items and choose a specific way to measure serendipity: this is quantitative analysis. On the 

other hand, serendipity can be manually assessed by comparing the recommended items with 

the user profile: this is the qualitative analysis. 
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III. DETECTING SERENDIPITY/NOISE 

A. Proposal 

The first objective is to show that existing dataset contain serendipity/noise [43]. At first 

glance, these two cannot be differentiated since their definition overlaps (this will be done in 

the second objective). Two algorithms are combined to implement respectively accuracy and 

serendipity. Accuracy metrics are used to measure the success of the algorithm. Logically the 

accurate algorithm must give the best results. A different result indicates that noise/serendipity 

exists.  

B. Accuracy-based algorithm  

The accuracy strategy is considered the base-strategy. The selection of items is done in 

descending order of popularity in a non-personalized single-heuristic strategy. The algorithm 

used in this section was first proposed by Elahi et al. and implemented by Chaaya et al. [44]. 

The algorithm consists of three steps: 

1. Partition the dataset R in a random way: 

R is the matrix containing the ratings of users to items. It should be divided into three datasets: 

a. S for system: this dataset contains the ratings that the system knows since the user provided 

them 

b. Q for queries: this dataset consists of the ratings unknown to the system that will be simulated 

c. E for evaluation: this dataset has the purpose of evaluation, as its name indicates, through 

the calculation of accuracy 

A rating will be in one and only one of these datasets: there are no duplications. 69.5% of the 

ratings will be in Q, 30% in E and 0.5% in S. S contains so little information mimicking the 

real-life problem of the cold start.  

2. Elicit the ratings through active learning 
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All the unrated items that are not in S are considered unknown information for the system and 

are stored inside a matrix called Su (system unknown). A certain number among the items 

contained in Su will be given to the users in order for him/her to rate them. Since the study is 

done offline, the ratings are retrieved from Q. These items that are now rated will be removed 

from Su and Q and transferred to S. The number of items can vary (10 is the number that was 

picked).  

3. Train the prediction model 

 The role of this model is to predict unrated items using neighborhood-based technique. 

Similarity between two users is computed. Supposing that two similar users will rate the same 

item in the same way, similarity is used to predict the unknown ratings.  

C. Serendipity-based algorithm 

As for the implementation of serendipity, three factors were taken into consideration: the 

quality, the unexpectedness and the utility.   

 

Figure 6 Elements of implementation of serendipity 

The algorithm of Adampoulos [16] is used. The algorithm consists of three main steps: 

1. Test the quality 

Calculate the quality of the item and compare it to a lower quality limit.  

If quality item > quality limit then the item passes to the next step, if not, it is “disqualified”. 

2. Test the unexpectedness 

QUALITY

UTILITYUNEXPECTEDNESS

SERENDIPITY 
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Calculate the unexpectedness of the item by comparing it to the set of expected items. This 

distance from the set of expectations is compared to a lower limit and an upper limit. The items 

should not be expected, yet simultaneously not be very far from expectations (it would be surely 

irrelevant to the user). If the item’s expectation is present inside the range created by the lower 

and upper limit, then, the item should proceed to the next step.   

3. Test the utility 

Calculate the utility of the item: the items that are most useful to the user will be recommended.  

D. Metrics  

After both algorithms are done, metrics are calculated to measure the success of the 

recommender system. Two predictive accuracy metrics are used: the Mean Absolute Error 

(MAE) and the Root Mean Square Error (RMSE). MAE computes the deviation between the 

predicted ratings and the actual ratings that we have (stored in the offline dataset).  

 

RMSE works similarly to the MAE but attributes more importance to the large 

deviations.  

 

In the base accuracy algorithm, the metrics calculation is done on the dataset E. This 

algorithm then repeats the 2nd, 3rd and the final step multiple times: this is a simulation of the 

action of the log in of the user to the system. Note that every time step three is repeated, Su is 

renewed.   
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E. Environment 

A recommendation list of size 10 is considered. After testing six cases where the percentage of 

serendipitous recommendations would vary between 0, 20%, 40%, 60%, 80% or 100%. The 

cases are as follows: 

 1st case: 10 recommendations from the base strategy and none serendipitous 

 2nd case: 8 recommendations from the base strategy and 2 serendipitous 

 3rd case: 6 recommendations from the base strategy and 4 serendipitous 

 4th case: 4 recommendations from the base strategy and 6 serendipitous 

 5th case: 2 recommendations from the base strategy and 8 serendipitous 

 6th case: no recommendations from the base strategy and 10 serendipitous 

The dataset used is the 100K MovieLens composed of 100,000 ratings given by 943 users to 

1682 movies. Each user has, at least, 20 ratings with a 5-point scale where the set consists of 

{1, 2, 3, 4, 5}. The language used was C++.  

F. Findings and discussion 

The results are quite interesting. Excessive serendipity becomes randomness: Case 6 where all 

recommendations are serendipitous is the worst, since it lacks any sign of accuracy. Cases 4 

and 5, where the number of serendipitous items left the user unsatisfied. The first three 

strategies have a similar performance, better than the others. However, case 2 remains the best 

with 8 accurate and 2 serendipitous recommendations.  
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Figure 7 Results of the experiment using MAE & RMSE 

Therefore, given the settings and environment that were chosen, 2 serendipitous items 

combined with 8 accurate in a list of ten recommendations results in the highest user 

satisfaction.  

 In conclusion, the user presents behaviors that the system finds unexplainable. The 

results of accuracy metrics prove this. The rating of the user is not always in concordance with 

his/her profile: an item judged inaccurate by the system can be found relevant to the user. Noise 

and serendipity are present in existing dataset: while the second is useful, the first is harmful 

and needs to be removed. 
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IV. PROPOSED MODEL 

A. Proposal 

Supposedly inaccurate items present in some cases signs of relevance where the rating is high. 

This is the intersection of serendipity and natural noise by definition.  

 

Figure 8 Overlap between serendipity and natural noise 

Researches usually choose to disregard serendipity and instead of risking the user’s 

trust remove all abnormal ratings. Noise detection algorithms normally do not differentiate 

between natural noise and serendipity and end up treating both as a threat to the system.  

The following proposed algorithm allows the system to detect the “weird” ratings that 

are possibly noisy. Afterwards, a differentiation is made between natural noise that will be 

removed and serendipitous items that will be kept. A proposed metric is used to measure the 

success of this serendipity-aware noise detection system. 

B. Detection algorithm 

In order to detect items that are possible noise or possible serendipity, the algorithm of Toledo 

et al. is used as inspiration for our work. This algorithm allows the detection of both, natural 

noise and shilling attacks. The classification of the rating is based on a combination of item i 

and user u classifications, and the rating of u on i (r (u, i)). 

First, classification thresholds are set. Three categories are delt with: the users, the items and 

the ratings. Every category has its own weak and strong classification thresholds: 

Serendipity
Natural 
Noise
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1. For ratings 

a. Weak-average threshold k 

b. Strong-average threshold v 

2. For users 

a. Weak-average user-dependent threshold ku 

b. Strong-average user-dependent threshold vu 

3. For items 

a. Weak-average item-dependent threshold ki 

b. Strong-average item-dependent threshold vi 

The algorithm is given as input, in addition to the classification thresholds, the set of available 

ratings {r(u,i)} for use u and item i. For every rating, we compare the user and the item to the 

threshold to categorize them in this particular rating. For this particular rating, if the rating of 

the user is inside the range [ku, vu] then this user’s behavior for this rating is average. If it is 

less than the weak-average threshold, it is weak. Else, if it is greater than vu, it is strong. 

Similarly, an item can be weakly, averagely or strongly preferred in a particular rating. 

For every rating: 

1. User is: 

a. Weak: {r(u,i)} < ku  

b. Average: ku  <= {r(u,i)} < vu  

c. Strong: {r(u,i)} >= vu 

2. Item is: 
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a. Weak: {r(u,i)} < ki  

b. Average: ki  <= {r(u,i)} < vi  

c. Strong: {r(u,i)} >= vi 

Afterwards, the second step consists of gathering all the results for every user and every item 

in order to label them. Based on the count of the times that the user or the item was placed 

under a certain category in the previous step, the label is given. For every user, if the number 

of times he/she was categorized as weak, average or strong was higher than the sum of time 

he/she was placed in different categories, than he/she will be labeled as critical, average or 

benevolent respectively. In other terms and to make things clearer, W, A and S are set as the 

number of times the user is labeled weak, average or strong respectively in the previous step. 

1. If W > A+S, the user is considered a critical user 

2. If A > W+S, the user is considered an average user 

3. If S > W+A, the user is considered a benevolent user 

If none of the previous statements is true, then the user is classified as variable and will not be 

part of the next steps.  

The same goes for the item: 

1. If W > A+S, the item is weakly-preferred 

2. If A > W+S, the item is averagely- preferred 

3. If S > W+A, the item if strongly preferred 

If none is true, like in the case of the variable user, the item is considered variably-preferred 

and is removed from the algorithm. Variable users and items cannot be dealt with in this 

approach.  
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Detecting a rating as possible noise lies in the combination of the previous classifications of 

the users and the items with the value of the rating. If the three are not in synchronization, then 

something is not right. For instance, if a benevolent user is rating a strongly preferred item, 

then, the rating should be considerably high; if this is not the case, this rating is a possible 

noise. Table 2 shows the combinations that are marked as possible noise: 

Users\Items 
Weakly-

preferred 

Averagely-

preferred 

Strongly-

preferred 

Variably-

preferred 

Critical r(u,i) >= k    

Average  
r(u,i) < k or 

r(u,i) >= v 
  

Benevolent   r(u,i) < v  

Variable     

Table 2 Table representing the possible noise depending on the user/item category 

This proposal relies heavily on the values chosen for the weak-average thresholds (k, ku, ki) and 

the average-strong thresholds (v, vu, vi). Since these parameters are highly domain-dependent, 

having their optimal value predetermined is difficult. Nevertheless, a strategy can be defined 

to assign acceptable initial values. A global perspective approach is used for the initialization: 

different studies have come to the conclusion that this method for calculating the parameters is 

the best. Due to the fact that three possible classes are considered, the thresholds should be 

picked in a way that divides the ratings into three cases approximately. 

1. K = ku = ki = minR + round ( 1/3 * (maxR - minR) ) =  2 

2. v = vu = vi = maxR – round ( 1/3 * (maxR - minR) ) = 4 

Serendipity intersects noise in the possible arrangements: 

Users\Items 
Weakly-

preferred 

Averagely-

preferred 

Strongly-

preferred 

Variably-

preferred 

Critical r(u,i) >= k    

Average  r(u,i) >= v   
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Benevolent     

Variable     

Table 3 Intersection of natural noise and serendipity 

In these cases, a differentiation should be made between natural noise and serendipity. 

Let us consider the following example, where every user u rated every item i.  

Users\Items i1 i2 i3 i4 i5 

u1 5 0 1 1 2 

u2 1 0 2 2 3 

u3 0 3 5 4 5 

u4 1 2 4 0 3 

u5 2 3 4 2 5 

Table 4 Sample of user/item matrix of ratings 

For every rating, the user and the item are labeled. The marked cells are taken. This step should 

be repeated for each rating in the previous table.  

Item i User u Rating {r(u,i)} User category Item category 

i1 u1 5 Strong Strong 

i2 u4 2 Average Average 

i4 u1 1 Weak Weak 

Table 5 Categorization of users and items depending on the rating 

The item and user classifications are shown in the following tables 6 and 7. 

 W A S Class 

i1 3 1 1 Weakly-preferred 

i2 2 3 0 Averagely-preferred 

i3 1 1 3 Strongly-preferred 

i4 2 2 1 Variably-preferred 

i5 0 3 2 Averagely-preferred 

Table 6 Classification of items 

 W A S Class 
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u1 3 1 1 Critical user 

u2 2 3 0 Average user 

u3 1 1 3 Benevolent user 

u4 2 2 1 Variable user 

u5 0 3 2 Average user 

Table 7 Classification of users 

The possible noise would be: 

Item i User u Rating {r(u,i)} 

i1 u1 5 

i2 u2 0 

i5 u5 5 

Table 8 Possible noise 

The ratings highlighted in green are the possible serendipitous ratings.  

C. Differentiation algorithm 

In order to differentiate between the actual noise and the serendipitous items, the 

algorithm calls the function identifySerendipitiousRatings. The concept behind this function 

is that if a user liked an item x, and the suspicious rating is not noise, then, consequently, he/she 

will like similar items. At this point, it is possible to say that serendipity becomes accuracy. To 

measure this serendipity in this study, the number of movies with identical genres in the 

suspiciously noisy items is counted. If the count exceeds the serendipityThreshold then the 

movies will be considered as serendipitous items. Else, they are considered noise and are 

removed from the recommendation.  

Consider the following example. The following table contains the subset of possibly 

noisy items. The profile of the user indicates that this user in question is a comedy lover. For 

the sake of the example, the serendipity threshold is considered 2.  
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MovieID Genre 

i1 Thriller, Horror 

i2 Thriller 

i3 Thriller 

i4 Horror 

i5 Romance 

i6 Romance 

Table 9 Sample of possibly-noisy items for user u 

The proposed algorithm, considers the genre as a whole. “Thriller, Horror” is counted 

as genre on its own separately from “Thriller” or “Horror” that are themselves counted as two 

genres. In this case, the thrillers and the romance movies remain in the list, while the rest is 

discarded, for it is considered as noise.  

D. Metrics  

The previously used metrics (MAE and RMSE) belong to the category of accuracy 

metrics. In this work, they are not suitable measure and are not able to measure the success of 

the inclusion of serendipity. As it is previously mentioned, serendipity in its definition cannot 

be rasped by accuracy metrics. Instead, other metrics are used like Coverage and Novelty. In 

that case too, the data enhancement measure did not show significant improvements. All the 

previously mentioned metrics are not suitable to measure the quality of the proposed algorithm. 

The new proposed metric is tailored to tackle the specific quality of the proposed 

algorithm. For every user, the possibly-serendipitous items among the possibly-noisy dataset 

have the highest count of genre. This ensures that the output Top-N recommended list will have 

the highest possible expected ratings for this user. The metric measures the average expected 

ratings for every user’s Top-N output and then averages them all out for all users. This grants 

it the unique ability to measure the quality and significance of the Top-N ratings recommended 

for a user (items that the user have not previously seen). The proposed algorithm is expected 
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to score a high Top-N average output as there is a superior ratings quality in the dataset after 

adding the possible serendipitous results for most users and removing the ratings that are 

considered as noise. 

E. Environment 

To show the impact of the proposed algorithm four dataset variation versions are studied: 

 Without noise detection (i.e. with noise) using the raw dataset 

 All the noise that is detected removed without taking serendipity into consideration 

[noise removed 2] 

 Ratings that are below expectations removed, keeping the ones that are higher than 

what they are supposed to be given the category of user and item [noise removed 2.5] 

 Serendipitous items resulting from the proposed algorithm are kept, while the rest are 

removed. Different thresholds are considered: 

o Variation 1: serendipityThreshold >= 2 

o Variation 2: serendipityThreshold >= 3 

o Variation 3: serendipityThreshold >= 4 

o Variation 4: serendipityThreshold >= 5  

o Variation 5: serendipityThreshold >= 9 

The proposed algorithm is applied on the ML-Latest-Small, a dataset of movies. The total 

number of users is 609 and their ratings count 100k. The language used is Python. The base 

algorithm for recommendation is the SVD (Singular Value decomposition). 

F. Findings and discussions 

As was previously mentioned, the accuracy metrics are not suitable to measure the 

quality of the proposed model. From the detection algorithm and given the 100 836 movies, 

the possibly noisy items are 10 655. Like what was shown in the majority of the metrics, 
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removing the entire set of possibly noisy ratings would benefit the system. In the version 2.5 

where serendipity is considered all the ratings higher than expected, the performance is similar 

to the raw algorithm where no detection is done. Then, when applying the proposed algorithm 

to differentiate noise from serendipity, the higher the threshold, the better the performance. The 

smaller the possible serendipitous records, the higher the value of the Top-N modified metric.  

Dataset Top-N 

Modified 

Dataset 

Size 

Possible Serendipitous 

Records 

Without Noise Detection (1) 4.2563544

86 

100836 - 

Noise Removed (2) 4.3985884

26 

90181 0 

Noise Removed (2.5) 4.2547690

49 

97183 7002 

With Possible Serendipity 

(3) variation 1 

4.3707782

4 

94479 4298 

With Possible Serendipity 

(3) variation 2 

4.3931389

57 

92881 2700 

With Possible Serendipity 

(3) variation 3 

4.3968638

44 

92149 1968 

With Possible Serendipity 

(3) variation 4 

4.4030928 91769 1588 

With Possible Serendipity 

(3) variation 5 

4.4090302

36 

91091 910 

Table 10 Table showing different algorithms and their metric value, dataset size and possible serendipitous 

recommendations 

Removing noise while keeping serendipity allows the users to maintain their trust in 

the accuracy of the recommender system without getting stuck in the loop of over-

personalization. The proposed algorithm proves to be efficient: with a serendipityThreshold 

of 5 or 9, Top-N modified metric shows its success.  
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Figure 9 Top-N modified metrics for different algorithms 

 

Figure 10 Different dataset sizes of algorithms 
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G. Limitations 

Like any recommender system’s study, the experiment fixes a multitude of factors. The noise 

detection system usually comes with a correction process. Removing the noise is not always 

the best measure to take. However, this subject is not tackled in this work and can be covered 

in future developments. Measuring serendipity is still a large field to explore to find the best 

way to grasp the user’s surprise and unexpected satisfaction. 
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V. CONCLUSION  

The world faces the problem of information overload due to the quantity of the 

information at the disposal of the user, that is being served to him/her without any filter, in a 

short time limit. A huge amount of data exists and too little knowledge is extracted from it. this 

problem affects the user and his choices negatively resulting in stress and distraction. To 

overcome this issue, recommender systems aim at giving the user what is relevant and useful. 

That way, the user receives less information and can focus on matters of his/her interest and 

liking. The user in return, trusts the system. This trust is endangered by the presence of noise. 

Two types of noise exist. Malicious noise is caused by attacks: harmful users create it 

intentionally, usually by injecting fake profiles into the system. On the other hand, natural noise 

is linked to the human error: the user makes it unintentionally. Noise detection algorithms free 

the systems from noise, whether malicious or natural noise. However, they do not take into 

consideration that natural noise and serendipity overlap in their definition. Serendipity is the 

happy surprise in finding relevance in the unexpectedness. It is frequently forgotten or 

neglected, in a world that lost the risk of inaccuracy. At first glance, it is mistaken with natural 

noise but at long term it becomes accuracy. Serendipity is important since recommender 

systems, in their accuracy, give birth to a new problem that is the over-personalization. The 

environment around the user becomes so personalized to this user’s profile to the point where 

he/she gets stuck in filter bubbles and echo rooms. The user ends up addicted to his comfort 

zone which is poisonous and dangerous for his development, but also redundant and boring 

missing discoveries and adventures.   

The first part of this study proves the presence of noise and serendipity in existing 

datasets. Two algorithms are implemented: the first produces accurate recommendation that 

are close to the user’s profile whereas the second one creates serendipitous/noisy 

recommendations. The study consists of varying the ratio of the recommendations produced 



54 
 

 

by each algorithm in a list of ten recommendations. When measured with RSME and MAE, 

the best combination is eight accurate with two serendipitous/noisy recommendations. This 

proves that serendipity and noise exist and improve the user’s satisfaction. 

The proposed algorithm removes noise, but, in the meantime, allows serendipity to exist 

in collaborative filtering recommendation system. Ratings that look suspiciously noisy are 

detected by combining the category of the user with that of the item rated and the rating. 

Afterwards, serendipity and noise and separated based on the count of repeated similar 

behavior. It is assumed that if the suspicion is repeated then, it must be done on purpose and 

not an error. Serendipitous ratings are kept while the ones judged as natural noise are 

suppressed from the recommendation system. The Top-N modified metric that is created, 

measures the success of this work. The user is satisfied, he/she can trust the system that is freed 

of noise, without being addicted to his online-comfort zone.  

Recommendation systems consist a rising field that is still subject to many researches 

and experiments. This work can be further developed, by conducting an online test to evaluate 

it with real subjects. Like any other study on this topic, involving actual users produces results 

that are closer to reality. Metrics can be created to better measure the success of the experiments 

and grasp the users’ satisfaction. Using different datasets can also enlarge the scope of the 

proposal. Another future work is the correction of noise instead of removing it completely from 

the list of recommendation.    
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VI. ABBREVIATIONS  

AOP Average Over Popular 

AS Aggregate Similarity 

CF Collaborative Filtering 

DSS Decision Support System 

GRS Group Recommender System 

ID In-Degree centrality  

kNN K Nearest Neighbor 

MAE Mean Absolute Value 

NNM Natural Noise Management 

PCA Principal Component Analysis 

PIA Power Item Attack 

PUA Power User Attack 

RMSE Root Mean Square Error 

RS Recommender System 

RWR-KI Random Walk with Restarts enhanced with Knowledge Infusion 

SPC Statistical Process Control 

SVM Support Vector Machine 

UD-HMM Unsupervised Detection- Hidden Markov Model 

UnRAP Unsupervised Retrieval of Attack Profiles 
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